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Equal-Cost Is Rarely Equal Capacity

A IXP member with a 106G and a 100G port to the same route server
d Network with exit links of 800G, 400G, and 200G
A Plain ECMP distributes traffic evenly across all paths

Result:
O Low-capacity paths chronically oversubscribed

d High-capacity paths chronically underutilized



Why ECMP Falls Short

d Problem is well understood operationally. Needs WECMP.

O Lacked a standardized, interoperable BGP-native mechanism to express capacity (See History slide)






RFC 10005 - BGP Link Bandwidth Extended Community

M Published as an IETF Internet Standard - June 2026
d BGP Extended Community encoding link bandwidth in bytes per second

O Receiving speakers use it to compute WECMP: proportional, weighted load-balancing
across ECMP next hops



Encoding Format

d Type: BGP Extended Community (8 bytes), Transitive type 0x00 / Non-transitive type 0x40
O Bandwidth encoded as a 4-byte IEEE 754 float (bytes/sec)
(%] 1 2 3
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How it looks in a routing table show output:
U bandwidth:<ASN>:<value-in-bytes>
d e.g. bandwidth:65000:99999997952 -> 800Gbps (value * 8 /1,000,000,000)

d proportional weight derived from relative values across ECMP paths
d e.g. 800G + 400G paths -> 67% / 33% traffic split



Transitive vs Non-Transitive

___________|Transiive | Non-Transitive _____

Propagated across AS Yes No

boundary?

Risk of leaking capacity Yes No

info?

Useful for eBGP peering? With care Safe auto-filter

IXP route server Passes through Stripped at AS boundary
behaviour readvertisement



Transitive vs Non-Transitive : Historical Note

3 First version of the draft-link-bandwidth was published in 2009
d Different vendors used different transitive type, leading to Interop issues

A IETF IDR WG started an effort to have all vendors come together to revive the draft to become RFC-
10005

d Participating vendors and customer coauthoring the draft, and thus supporting both transitivity
versions:

— Juniper/HPE
— Cisco

— Arista

— Google

— Zscaler
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Auto-Sensed Link Bandwidth

d Operator does not need to manually configure bandwidth per session

O Router auto-detects interface/link speed and generates the community

Hold-down timer behavior:

O Speed decreases -> community updated immediately (prevent packet drops on degraded link)

O Speed increases -> community updated after hold-down timer (default 60s)
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Aggregate Bandwidth Across ECMP Paths

When multiple ECMP paths exist to the same destination:

— Bandwidth values are summed to produce an aggregate community
— Advertised upstream as a single weighted value

Path 1: 10G -+

+--> Aggregate: 110G -> single community value advertised
Path 2: 100G -+

Divide-equal mode:

d Total bandwidth divided by number of peers in the advertising group

a If peers are added or removed, the divided value is recomputed and re-advertised to all peers
d Useful when advertising a shared capacity pool to a group of route server clients

d Correctly represents total available capacity
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Use Cas



Use Case 1: Asymmetric IXP Port Configuration

Scenario: Member connects to route server via 10G and 100G ports

WITHOUT ECMP WITH WECMP
[Route Server] [Route Server]
| |
+-——=|-———+ +-——=|-———+
| 50% | 50% | 9% | 91%
\'4 \'4 \'4 v
[10G port] [100G port] [10G port] [100G port]

O Without RFC 10005: 50% traffic on each -> 10G saturated
d With RFC 10005: ~9% on10G, ~91% on 100G

O No route server changes needed - community carried in UPDATE, weight applied by receiving speaker.



Use Case 2: Multi-Homed Peering Across Exchanges

Scenario: Content network peers at two IXPs - IXP-A (100G), IXP-B (10G)

o +
[Peer A] ---> IXP-A ---> | LB: 100G (~91%) |
100G | | --> [Member AS]
[Peer A] ---> IXP-B ---> | LB: 10G (~9%) |
10G Hmmmm e +

Peers see both paths; weighted ECMP applied automatically

d Inbound traffic split proportionally based on advertised bandwidth
O Peers receiving routes from both IXPs apply weighted ECMP automatically
d Works across different exchange points

O No coordination required between IXPs
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Use Case 3: SP Internet Exit Points
Scenario: Service provider with 4 internet exit points of unequal capacity

Exitl (800G) -+
+--> PE1 LB=1.2T --+
Exit2 (400G) -+ I
+--> PE3 (3:1 split)

Exit3 (200G) -+ I

Exitd4 (200G) -+--> PE2 LB=400G --+
Q PET1advertises LB community = 1.2Tbps (aggregate of its exits)
O PE2 advertises LB community = 400Gbps
O PE3 load-balances PE1:PE2 in 3:1ratio automatically
d LB community carries aggregated path bandwidth, not just single link speed

@ No manual weight configuration on PE3 - adjusts automatically if exits change
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When to Strip the Community

Reasons to strip before advertising outward:
d Avoids leaking internal capacity topology to untrusted peers
d Prevents downstream ASes from making routing decisions based on your infra

O Defense-in-depth for multi-vendor environments

Where to strip:
d At ASBR when advertising to transit providers
a At IXP route servers when non-member ASes receive routes

d Use outbound policy on peering sessions to untrusted parties
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Implementation Status

d Community implemented in production routing platforms
O RFC 10005 is an IETF Internet Standard - highest maturity level

A Interoperability confirmed across multiple vendors
RFC mandates: receivers MUST support both transitive and non-transitive variants and MUST NOT flap on receiving either

Implementations provide explicit knobs to control which variant is advertised per session or per policy

Juniper Production features validated:

d Auto-sensed bandwidth generation

d Aggregate bandwidth computation (sum and divide-equal modes)
Q Proportional ECMP weight derivation

d Transitive / non-transitive handling
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Key Takeaways

a

(.

U O

Equal-cost multipath is suboptimal across paths of unequal capacity - RFC 10005 provides a BGP-
native solution

Encoding is simple - IEEE 754 float in an extended community; no new protocol machinery needed

Transitive vs non-transitive is the key operational choice - default to non-transitive at peering
boundaries

Auto-sense & aggregate features eliminate manual per-peer configuration at scale
Strip policy is your guard against leaking capacity topology beyond your administrative domain

RFC 10005 is an Internet Standard - deploy with confidence
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References & Further Reading

d RFC 10005 - BGP Link Bandwidth Extended Community https://www.rfc-
editor.org/rfc/rfcl10005

A draft-ietf-bess-ebgp-dmz - Use Cases DMZ-Draft

O https://community.juniper.net/blogs/moshiko-nayman/2024/05/13/bgp-link-bandwidth-with-junos
Blog:
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